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INTRODUCTION 
 

The purpose of this memo is to document some of the work I have been performing to incorporate 
discrete particle models in a continuum framework and to elicit ideas from interested parties. What I 
intend to describe is a framework for handling coupling between discrete objects and a continuum. 
Although I often use the word “particle” it should be kept in mind that I am really talking about 
information that is essentially discrete. Although it is often an actual physical particle, that is not a 
prerequisite. 

 
How does one represent a discrete object in an otherwise continuum model? One way is to assume a 
continuous representation of the discrete entity. For example, modeling the discrete particles in a 
suspension as a continuous volume fraction. An extreme example is the “continuum hypothesis” 
when modeling large collections of molecules (e.g., fluid dynamics). This hypothesis may fail as 
concentrations become very dilute, length scales become very small, interesting surface interactions 
occur, etc. There are numerical methods (e.g., molecular dynamics) that model objects in a purely 
non-continuum way. Another way to incorporate discrete objects into a continuum model is to model 
the discrete element directly. For example, modeling a gas bubble in a liquid by directly modeling 
the interface between them (e.g., by boundary elements, body-fitted finite elements, Eulerian 
interface representations, etc.). One of the main drawbacks of directly modeling the discrete object 
is the large growth in mesh and computational requirements as the number of discrete objects 
increases. Yet another way is based on particle-in-call (PIC) methods. Although particle-in-cell 
methods overlap the discrete particle modeling we will discuss, they are in fact a subset. 

 
It is possible to construct a discrete/continuum model that falls somewhere between the two methods 
described above (continuous representation and direct simulation). Instead of losing a good deal of 
the discrete behavior of the original system as with the continuous representation, or being faced with 
an impractical amount of computation as often happens with direct simulations, one can leave the 
discrete entity discrete and include the missing exact physics from the direct simulations in 
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appropriate models. The utility of such an approach is entirely dependent upon which characteristic 
of the problem solution is of interest, and can an appropriate model be derived for the discrete objects 
(particles). 

 
What continuum-level, or macroscopic, properties are better represented in the discrete domain? 
How much of the exact physics really is necessary to incorporate in a discrete model? When is it 
impossible (or too inefficient) to incorporate enough? What other kinds of models can be investigated 
once a discrete-continuum coupled framework is available? Can we just move around particle 
“distributions” (in the probabilistic sense)? Many of these ideas neighbor other kinds of numerical 
methods (particle-in-cell methods, material point methods, mesh-free methods, direct simulation 
Monte Carlo methods, etc.) There are regimes where one of these other methods is obviously the 
better way to go. The new idea here is to use discrete representations, where appropriate, in an effort 
to bridge the multiple length (and time) scales in many problems. Although we often refer to these 
discrete representations as particles, they are really more general than that. The only core requirement 
is that the model information (of whatever sort) is associated with a discrete spatial location. That 
information can vary considerably, but often has particle-related characteristics (radius, density, etc.). 

 
EXAMPLE MODELS 

 

In an effort to explain the regime of applicability, and clarify many of the above ideas, we will present 
a few hypothetical (and not so hypothetical) situations. Although we are most interested in coupling 
issues, there is currently more widespread use of simpler one-way coupling, which of course is not 
really coupling at all. These are really downstream (or dependent) methods, meaning that one 
solution (usually the continuum one) is completely independent of the subsequent calculation (the 
discrete one). These models are where we begin. 

 
Model #1: Tracer particles 
This is the simplest situation and contains only downstream calculations. That is, the tracer particles 
are aware of the fluid, and react accordingly, but the fluid is ignorant of the particles. These are 
generally non-physical particles that are used for visualization, residence time calculations, etc. If we 
take 

 

vf(x, t) = fluid velocity , and (1) 
 

xi(t) = position of ith particle (2) 
 

then a tracer particle simply follows the transient flow field, 
 

xi¢ (t)  =  vf(xi(t), t) . (3) 
 

Instead of these perfect mass-less tracer particles, we can solve the inertial form of (3). We define 
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r  =  radius of (spherical) particle , and (4) 
 

m  =  mass of (spherical) particle. (5) 
 

Then the trajectory of a mass-full particle is given by 
 

mxi²(t) = fstokes(vf(xi(t), t), xi¢ (t)) (6) 
 

where the Stokes force on a spherical particle is given by 
 

fstokes(vf, v) = 6pµfr(vf – v) (7) 
 

where µf is the (constant) viscosity of the fluid. 

This would be useful to, well, just about everyone. Robert Secor had previously implemented a post- 
processing inertial particle tracer for steady-state calculations. 

 
Model #2: Gas bubbles in liquid 
This situation also contains no actual coupling. It is however qualitatively different than a simple 
tracer particle. As with most of these problem descriptions nobody knows precisely what the “best” 
regime is. In an effort to build intuition, however, we will list what we think are the most important 
aspects: 

1. Large number of bubbles in the domain. If there are few bubbles in the domain then we are 
most likely looking on a length scale on the order of the bubbles, and would be interested in 
modeling them directly. For example, we may be interested in looking at surface 
deformations, bubble breakup, wall effects, etc. It is when the collective behavior of the 
bubbles becomes more important than individual bubble behavior that our kind of discrete 
model, lacking exact physics, becomes useful. 

2. Bubbles are small in diameter. This guarantees that the surface deformations are small. 
There also becomes less need to model the evolution of the interior of the bubble. 

3. No bubble-bubble interaction. For example, bubble coalescence is not as important as other 
factors. 

 
These are just modeling assumptions, of course, and are all adaptable to a particular situation. For 
example, a modeling assumption inherent in item 3 is that bubble collisions do not take place. Or at 
the very least, the result of bubble collisions is unimportant. As far as a discrete model is concerned, 
bubbles may actually overlay one another. The implication then is that macroscopic dynamics are 
more important than this violation of exact physics. At their core, every model contains such 
violations. 

 
To model these gas bubbles, we make the following definitions, 
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th 
xi(t)  =  position of the i bubble , (8) 

 

v = volume of (spherical) particle = 
4--pr3 , (9) 
3 

r = 

rf = 

density of particle , (10) 

density of fluid , and (11) 

m = mass of particle = rv . (12) 
 

We then model the particle trajectories with 
 

mxi²(t)  =  fstokes(vf(xi(t), t), xi¢ (t ))) + (r – rf)vg . (13) 
 

This model is being used in a degassing problem (with Tom Baer and Rekha Rao). Given an injection 
of fluid into a mold, determine where the entrained gas bubbles go. The liquid injection in this case 
is modeled with a level set representation. 

 
If we were using this bubble model and then wanted to add something like bubble-bubble collisions, 
there is no real reason why they cannot be included in some form. The answer to this (and any other 
loosening of a restriction) is rarely “no,” but often “how much effort/computation are you willing to 
put forth to get it?” For example, one could subdivide a finite element (or other mesh structure) into 
a physically meaningful length scale upon which probabilistic collisions can be computed (like 
DSMC). Or one could keep lists of nearest neighbors, and derive a model for simple particle-particle 
interactions from full models involving relative particle velocities, radii, etc. 

 
Model #3: Swimming microorganisms 
Near and dear to me (my dissertation topic), this model contains real discrete/continuum coupling. 
Here we want to model a population of many (e.g., 107) swimming (motile) cells. By modeling the 
cells on an individual level we capture many of their physical characteristics accurately. Others have 
looked at modeling the cell population as a continuous number density. A swimming microorganism 
(we will assume a biflagellar cell such as the algal cell Chlamydomonas Nivalis) is located at a 
discrete location xi(t) , and has the following particle-level information: 

v  =  cell volume (non spherical) , (14) 
 

 r = induced spherical radius =  ⎛ 3--v⎞ 1 / 3  
  (15) 

⎝ 4 ⎠ , 
 

r  =  density of cell > rf , (16) 
 

(qi(t), fi(t)) = orientation angles of ith cell (in 3D) , (17) 
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pi(t) = 

= 

 
orientation vector of ith cell 

( cos (qi(t)) sin (fi(t)), sin(qi(t)) sin (fi(t)), cos(fi(t))), and 

 

(18) 

 

s = swimming speed of ith cell. (19) 
 

These cells have a chloroplast that is not at the geometric center of the cell. The swimming 
mechanism (two flagella) lie at one end of the cell, which we will consider the front. The chloroplast 
lies slightly rearward of the center by a small distance and is slightly more dense than the rest of the 
cell (about 5%). This results in a “bottom heavy” cell that is rotated by a gravity-based torque to point 
up. The swimming mechanism sends the cell in whatever direction it happens to be pointing. Thus, 
over time the cell would generally swim in a direction opposite to gravity. This is termed negative 
gravitaxis, or geotaxis. In addition, the cell is rotated due to fluid vorticity effects (the effect of which 
is termed gyrotaxis). And of course there is biological variation in the cells. We will collect all of the 
biological variation into a stochastic swimming speed model, 

 

s  =  s0 + random component (Weiner process) . (20) 
 

To model the trajectory of a swimming cell we solve the following coupled system: 
 

xi¢ (t) = vf(xi(t), t) + spi(t) (21) 

pi¢ (t) = tgyrotaxis(pi(t), (Ñ ´ vf)(xi(t), t)) + tgeotaxis(pi(t)) (22) 
 

where tgyrotaxis and tgeotaxis are functions representing the angular forces due to gyrotaxis and 
geotaxis, respectively. One can also include a stochastic component to the swimming orientation. 

 
The trajectory equation (21) is a simplification neglecting drag forces (among other things). The 
orientation equation (22) is a simplification of a torque balance equation. Although care has been 
taken in arriving at these simplified equations their regime of applicability is not well understood. 

 
There are other tactic responses that one could model: chemotaxis (reaction to the presence of a 
chemical species), phototaxis (reaction to the presence of light), etc. Although we have modeled a 
very disparate population of cells as equal-radius spherical cells, etc., all of these restrictions can be 
loosened. One could sample cell volumes, base swimming speeds, etc., from appropriate 
distributions. The actual life-cycle of cellular populations can be modeled. 

 
How is this coupled back to the continuum solution? In an actual numerical simulation we cannot 
currently include 107 individual cells. Each of the cells moves according to (21) and (22) in the sense 
that they are sample cells from a distribution (they are “notional” cells). However, when we couple 
back to the continuum equations we need to use a real measure of the number of cells, so each of the 
computational cells represents some number of real ones when we view them from the continuum 
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side. We include a source term in the incompressible Navier-Stokes equation (with constant fluid 
density and constant fluid viscosity), 

 

r -D----v(x, t)  = – Ñp(x, t) + µ Ñ2v(x, t) + n(r – r )vg d(x – x (t)) , (23) 
fDt f f    å i 

i 
 

where n is the number of real cells per computational cell. 
 

There are other candidates for coupling. One could modify the fluid density to be a phase-averaged 
density. One could incorporate the local cell number density into a modified viscosity. One could 
include the stokeslets from the flagella’s motion. 

 
I have no Sandia-specific application for this kind of model (but did not really expect one). The 
closest thing would be bioremediation, but after talking to some folks their projects are not, and do 
not have a place for, the microscale level. The application ideas are things like algal blooms in the 
ocean, low-gravity microorganism population dynamics, and possible industrial processes than 
involve cells (e.g., hijacking Escheria Coli to produce a different protein, or, hopefully, fermentation 
processes). 

 
Model #4: Dielectrophoresis in MEMS devices 
Here we have another downstream situation but one which uses a non-fluid primitive variable in its 
model. We are interested in modeling the transport and concentration of particulates in a MEMS 
device. The particulates may be biological (proteins, viral material, DNA strands, etc.), or the less 
interesting uniform latex sphere (which is of course easier to model). 

 
The trajectory of a charged particle in a vacuum due to an electric field is governed by the Coulombic 
force, 

 

mxi² =  –qÑV , (24) 
 

where q is the particle charge, and V = V(x, t) is the electric potential. E = –ÑV is the electric 
field. (Although not a current capability it would be trivial to include point-charge sources in the 
electrostatic equation.) Motion of particles due to this force is termed electrophoresis. A neutral 
particle, while not experiencing this Coulombic force, is still subject to another force due to an 
induced dipole. (Charged particles also experience this force.) By placing a neutral particle in an 
electric field we induce a dipole moment in that particle: one end is slightly more negatively charged 
than the other. If the electric field is constant, then both ends experience the same resultant 
Coulombic force and no particle movement occurs. However, in a nonlinear electric field one end 
experiences a different force than the other and the particle moves. If the dielectric coefficient of the 
particle is greater than the containing fluid it will move towards areas of high field gradients, 
otherwise it will be repulsed by them. Because the magnitude of the dipole moment is proportional 
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to electric field E, and the Coulombic force the ends experience is also proportional to E, the total 
force is proportional to E2 , 

 

2 
mxi²  =  cÑ( E   ) , (25) 

 

where the coefficient c is a function of the dielectric coefficients of the particle and fluid. Motion 
according to (25) is termed dielectrophoresis. Combining the two forces we arrive at a more general 
equation of motion, 

 

2 
mxi²  =  qE + cÑ( E   ) . (26) 

 

Furthermore, while DC fields are generally used to cause electropheresis, AC fields can be used to 
cause dielectrophoresis because only the magnitude of the field is important. However, there is a 
frequency dependence for AC dielectrophoresis due to electron mobility in the particle. There are 
current projects investigating the interplay between all of these effects. 

 
As with the previous models, there are questions as to whether or not we need to include interfacial 
forces (e.g., drag), whether or not this model is too simplified (excludes some important exact 
physics), or are their other simplifications we can make (e.g., maybe a 1st order system suffices, is 
coupling necessary, etc.). 

 
This work is progressing with assistance from Paul Galambos and Amy Sun this year. 

 
Model #5: Suspension flows 
Here we try to model a high volume fraction suspension. Currently, the two ways we have modeled 
these is to either assume a continuous volume fraction and use complex migration equations (e.g., 
Phillips-Kreiger diffusive flux models), or to perform a direct simulation of the particles (with 
boundary elements). Very recently others have attempted to model this kind of suspension using 
these discrete/continuum ideas (which they call multi-phase particle-in-cell, or MP-PIC). The 
difficult part here is accounting for high particle concentrations resulting in particle-particle 
interactions. 

 
All of the suggestions given earlier, to expand the bubble model, apply here. One can allow the 
particles to technically overlap, but account for the loss of mobility in a modified viscosity term. This 
is an example of modeling the particle-particle interactions in an indirect way. Whether or not it can 
capture the interesting characteristics of the suspension flow is unknown. One can also include 
nearest-neighbor lists and a simplified particle-particle collision model to account for collisions and 
loss of mobility. And, like others, one can perform probabilistic collisions in an appropriate spatial 
domain. 
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It would be interesting to cause particles to migrate in preferential directions defined by the Z (or Q) 
tensor. Wall effects (e.g., slip) can be incorporated in a more direct way. 

 
Whereas the previous situations have all been explored to some extent, no work has occurred 
specifically for suspensions (which is why the description is less evolved). Lisa Mondy and Rekha 
Rao have been interested in continuum suspension models for some time. 

 
Model #6: Gaseous particle preconcentrator 
This model tracks particles in a gas preconcentrator. The only real difference between what we intend 
here and Model #1 is the stringent requirement placed on the particle integrator (trajectory 
calculations). This is a function of both the high particle Reynolds number as well as the numerous 
forces we need for accurate models (various lift forces, history forces, etc.). This was the first Sandia 
application we concentrated on (with help from Dan Rader). It did not progress beyond a proof-of- 
concept stage (and as a useful working example). However, it already supplies more functionality 
than other computational fluid dynamics codes (e.g., FIDAP or Fluent) they were using. There has 
been little discussion recently. 

 
APPLICATION REGIME 

 

Where is the common ground in these different modeling situations? 

1. There are too many discrete objects to allow direct simulation. For example, although 
boundary elements can be used to model some suspension configurations it is very 
expensive for transient calculations. 

2. There cannot be so many discrete objects that storage/time constraints become a factor in 
modeling them in a discrete way. If one just needs to model 1023 particles, and there are no 
simplified models possible, then these discrete models are obviously not the way to go and 
some continuous approximation is necessary. 

3. Macroscopic characteristics are more important than individual ones. By construction, some 
physics are left out at the individual object level. If these are really important then we need 
to model the discrete objects directly. 

4. Object-object (or particle-particle) interactions are either easily modeled, can be indirectly 
modeled through some other means, or are unimportant. 

 
Some other capabilities that would become more broadly used if they were available are: 

1. Nearest-neighbor lists should be kept in some efficient way. This would allow simple 
particle-particle interactions to be modeled. This would also allow for the development of 
other classes of algorithms, such as the immersed interface method. 

2. The ability to represent some of the discrete information in a continuous way. This would 
allow easier substitution of discrete information into a continuum model. For example, 



Exceptional Service in the National Interest 
UNCLASSIFIED – UNLIMITED RELEASE 

UNCLASSIFIED – UNLIMITED RELEASE 
-9- Distribution January 8, 2003 

 

 

 

writing the Kreiger viscosity used in suspension rheology in terms of a continuous number 
density (a.k.a. volume fraction) derived from the discrete particle configuration. 

3. Post-processing tools to generate measures of object environments (e.g., temperature 
distribution along particle trajectories, distributions for wall collisions, residence times). 

 
Because of so much overlap, having a robust discrete/continuum framework is invaluable. 

 
There are lots of numerical methods that already perform some part of many of these ideas. For 
example, a typical DSMC calculation would be the computation of a shock wave or surface 
temperature for a re-entry vehicle. In this case, all of the primitive variables of interest (velocity, 
density, temperature) are generated solely from particle (discrete object) information. However, 
when that same code infrastructure is extended to plasmas (charged particles), one usually resorts to 
solving the electromagnetism equations as a continuum, not as a proper n-body problem (because n 
can be really big and the other effects are local, whereas the electromagnetic features are not). A 
shortcoming of particle-only methods occurs when certain aspects of the problem are, in fact, 
continuum, and handling them as discrete objects is inefficient. 

 
Other applications 
Though not nearly as thought out as the previously discussed models, I have kept a growing list of 
actual and possible applications. These include: 

1. Transient particle tracking of thermal information. 
2. Compare mass-less vs. mass-full particles in steady-state vs. transient. I believe this is for 

degassing of a film process. 
3. Tracking of surfactant concentrations along particle traces. 
4. Complex fiber and polymer chain characteristics. One can carry configurational information 

on particles and perform probabilistic changes. 
5. Surface collision incoming/outgoing rate (fluid-to-gas in MEMS, cell surface uptake). 

Transform a continuous “surface flux” in the fluid phase to a “# particles” in the discrete/ 
gas phase. For cell uptake, the discrete particles are not the cells but activation ions (or 
something else much smaller than a cell). 

6. Full-physics to “hard sphere”/“lumped capacitance” representation of droplets for 
atomization and break-up processes in spray combustion and spray suppression. 

7. Aerosols, especially when involving complex geometries. 
8. Crystallization. Sintering. 
9. Agglomeration modeling. Include different models for the evolution of: candidate “dust 

particle” to real particle (condensate, product, etc.) to reacting particle to collections of 
particles (agglomeration). 
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NUMERICAL ISSUES 
 

In describing the various models we have ignored the associated numerical issues, and some are quite 
thorny. All of the previous ideas can be implemented under a variety of continuum numerical 
methods. However, for this work they have been implemented in Goma, a finite element method, and 
that will be the context in which we discuss the numerical analysis aspects. 

 
Integration (in time) of particles 
We can integrate particles (in time) for both steady-state and transient calculations. Steady-state 
calculations are fairly straightforward because the background continuum variables (e.g., fluid 
velocity) are constant. We simply define “time” to be after the steady-state calculation is complete 
and proceed as if it were a transient simulation. Truly transient calculations call for subcycling of the 
particle time steps within each Goma time step. 

 
How do we solve the ordinary differential equation (ODE) describing particle trajectories, such as 
(3), (6), (13), and (26)? We will start by examining the simplest case, (3), 

 

xi¢ (t)  =  vf(xi(t), t) . (3) 
 

We have implemented both explicit and implicit time integrators, albeit all 1st order. There is no real 
reason that a higher order method could not be implemented. To advance a particle from the 
beginning of a Goma step at time Tn to the end of a Goma step at time Tn + 1 = Tn + DTn (a time 
step size of DTn ), we integrate each particle separately according to an adaptive time stepping 
algorithm. It is assumed that we have the Goma solution at time Tn + 1 (so the particle advancement 
step occurs after a Goma step has successfully completed). For example, we know vf(x, Tn) and 
vf(x, Tn + 1) . 

 

Explicit and non-inertial 
For an explicit integrator, we start with ti, 0 = 

 
Tn and iterate the sequence, 

xi(ti, k + 1) = xi(ti, k) + Dti, kvf(xi(ti, k ), ti, k), k =  0, … , (27) 
 

to move the particle from time ti, k to time ti, k + 1 = ti, k + Dti, k . Each of the ith particle’s time step 
sizes, Dti, k , are computed according to CFL-like restrictions (and possibly truncated further on the 
last step to meet the Tn + 1 ending time). Note that each particle is integrated differently from all the 
others, so that in general ti, k ¹ tj, l for i ¹ j or k ¹ l . The benefit of this is more efficient particle 
integrators, but at the expense of poor time collocation of the data for output purposes. 

 
Interpolations and boundary crossings 
In the finite element framework this requires interpolating vf at different xi locations at intermediate 
times ti, k (between Tn and Tn + 1 ). Because xi is in user coordinates we need to compute the element 
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i, k n 

 
coordinates, xi , to perform the spatial interpolation. The element geometry is nonlinear, so this is 
accomplished by Newton’s method. To perform the temporal interpolation we simply linearize 
between values of vf at Tn and Tn + 1 . That is, if we define 

 

t – T 
q = ------------------ 

DTn 

 
=  time fraction in the Goma time step , (28) 

 

then  
vf(xi(ti, k ), ti, k ) = 

 
qvf(xi(ti, k ), Tn + 1) + (1 – q)vf(xi(ti, k ), Tn) , (29) 

 

where, as stated, the spatial interpolation to xi(ti, k ) is achieved by a Newton iteration. This 
procedure is not a big deal, but if compared to particle-only methods (e.g., DSMC), it is a lot more 
work in our unstructured finite element context. 

 
Of course, particles leave elements and enter new ones or hit boundaries. We detect this when the 
new local element coordinates indicate we have left the element (one of xi's components moves 
outside [–1, 1] ). We perform another nonlinear iteration via Newton’s method to compute the 
boundary intersection location. By precomputing all of the side-side connectivity, at this point we can 
quickly determine if the side containing the intersection borders another element or is an actual 
boundary. In the former case we just update the data and continue. In the latter case we act according 
to the kind of particle boundary condition placed on that side. These particle boundary conditions are 
in addition to whatever continuum boundary conditions might also be assigned there. Whew! And 
that was just an explicit integrator for a 1st order ODE! 

 
Implicit and non-inertial 
For an implicit integrator, we again start at ti, 0 = 

 
Tn , but now iterate the sequence 

xi(ti, k + 1) = xi(ti, k) + Dti, kvf(xi(ti, k + 1), ti, k + 1), k =  0, … . (30) 
 

This requires another level of Newton’s method to converge because of the presence of xi(ti, k + 1) 
on the right hand side. Using the same q as before (fraction along Goma time step), 

 

vf(xi(ti, k ), ti, k + 1) =  qvf(xi(ti, k + 1), Tn + 1) + (1 – q)vf(xi(ti, k + 1), Tn) . (31) 
 

To apply Newton’s method, we need to know, and interpolate, partial derivatives of vf with respect 
to user spatial coordinates, ¶vf ⁄ ¶x . To interpolate between Goma time steps (at Tn and Tn + 1 ) we 
need the values of ¶vf ⁄ ¶x at the old time step as well as the new. We will present a more detailed 
example of Newton’s method shortly. 
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2    k + 1 2 k 

 

Element boundaries are handled the same way as with explicit integrators. Although the CFL 
conditions can be relaxed somewhat for the implicit time integrator they currently satisfy the same 
restrictions as the explicit integrator. 

 
Explicit and inertial 
For the remainder of this discussion we will drop the particle index, i, for clarity. Each of the 
following equations applies to every particle, with their individual adaptive time steps. We combine 
aspects of Model #2 (dielectrophoresis) and a Stokes force to model charged particles with viscous 
drag, 

 

mx²(t) = 6pµfr(vf(x, t) – x¢(t)) – qÑV(x, t) , (32) 
 

where all variables have been previously defined. This model would be appropriate for 
electrophoretic migration of inertial particles with fluid drag. We make the identifications, 

 

x1 = 

x2 = 

x 

x¢, 

 
(33) 

and then rewrite (32) as, 
 

x1¢ (t) 

mx2¢ (t) 

 

= x2(t) 

= 6pµfr(vf(x1(t), t) – x2(t)) – qÑV(x1(t), t). 

 
 
 

(34) 

 

For an explicit time integrator we simply increment each of the position ( x1 ) and velocity ( x2 ) 
according to the iteration, 

 

x1(tk + 1) = x1(tk) + Dtkx2(tk) 
x (t ) = x (t ) + m–1Dt (6pµ r(v (x (t ), t ) – x (t )) – qÑV(x (t ), t )), (35) 

2    k + 1 2 k k f f 1    k k 2 k 1    k k 
 

for k = 0, … , until convergence (tk = Tn + 1 ). The spatial and temporal interpolations of vf are 
computed precisely as before in the explicit non-inertial case. We would like to interpolate ÑV in the 
same way. Because there is no “old” value of V or ÑV kept, we store it ourselves outside of the usual 
(non-particle) Goma scope. 

 
Implicit and inertial 
To perform an implicit particle integration we apply Newton’s method to 

 

x1(tk + 1) = x1(tk) + Dtkx2(tk + 1) 

x (t ) = x (t ) + m–1Dt k[6pµfr(vf(x1(tk + 1 ), t  k + 1 ) – x2(tk + 1)) (36) 

– qÑV(x1(tk + 1), tk + 1)]. 
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In residual form,  
 

x1(tk + 1) – (x1(tk) + Dtkx2(tk + 1)) = 0 

x (t ) – (x (t ) + m–1Dt k[6pµfr(vf(x1(tk + 1 ), t  k + 1 ) – x2(tk + 1)) (37) 

– qÑV(x1(tk + 1), tk + 1)]) = 0 
 

In block form the Jacobian looks like 
 

I 
J  = ⎛ 6Dtkpµfr⎞ ¶vf(x1, t) 

–DtkI 

⎛ qDtk⎞ ¶(ÑV(x1, t)) ⎛ 6Dtkpµfr⎞ . 

 

(38) 
–⎝ ----------------------⎠  ---------------------- + ⎝ ----------⎠ ------------------------------- ⎝1 + ----------------------⎠ I 

m ¶x1 m 
tk 

¶x1 m 
tk 

 

The ¶vf ⁄ ¶x1 terms are computed as the ¶vf ⁄ ¶x terms in the previous 1st order implicit case. There 
is no Goma calculation for the sensitivity of the electric field, ÑV , to the spatial coordinates. 
Furthermore, even if such a thing existed it would then require a higher order interpolant than normal 
because we want to take 2 derivatives. A way around this would be to implement primitive variables 
for each of the field directions. However, our current solution is just to neglect its contribution in the 
Jacobian. This may result in slower (non-quadratic) convergence but we can still find the right 
solution (so far). 

 
Although the implicit inertial calculation in 3D requires many solutions of a 6-by-6 linear system we 
prefer this route if only because it is a conservative choice. The explicit inertial models have been too 
restrictive on some models. 

 
Parallelization 
To perform particle calculations in parallel with our adaptive time stepping we need to be able to 
transfer particles from one processor to another “on-the-fly” during its move phase. On each 
processor we keep a list of particles, sorted into bins according to their containing element. In Goma 
an element is owned by a processor if the 1st node on the element is owned by that processor. We 
advance each particle in turn, then move on to the next element’s set of particles. If we find that a 
particle needs to be moved off-processor, its current state (specifically its exit time) is stored in a list 
of outgoing particles. After every processor has finished all of their own initial particles, they 
exchange particle transfers. This process is repeated until there are no particles to transfer on all 
processors. Within a single Goma time step a single particle may visit many processors. 

 
Because a processor might need to assemble contributions to a node on an element it does not own, 
it needs to know about the particles that reside in that element, but are owned by a different processor. 
This requires ghosting particles from the owning processor to every other processor that assembles a 
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node on the owning element. This is performed after all of the particle moves have occurred and the 
information is kept only temporarily. 

 
Both the processor transfers and the particle ghosting requires knowledge of neighboring elements 
and the processors that own them. The individual mesh pieces (from brk) hold self-contained sets of 
elements. In particular, there is no way to tell if an element that has no apparent adjacent element on- 
processor is either a real boundary (and there may be an associated sideset), or is simply a “dangling 
side” that does have a physical neighbor residing on another element. A laborious parallel calculation 
is done at the beginning of a particle simulation to reconstruct this information. This is only required 
when coupling to the continuum. 

 
WHAT IS NEXT? 

 

I would very much like to expand the discrete object/particle capability and usage. In particular, I 
want to explore more continuum/discrete coupling models. There is a lot of overlap in them that 
should be exploited. They are currently used in other numerical methods (PIC, DSMC, immersed 
interfaces, etc.), but have not been connected as far as I know. 

 
We end by listing our current capabilities and what I think should be investigated. 

 
Current capabilities 
Currently, particle models (and some coupling) exist for: 

1. Explicit/implicit tracer particles. 
2. Explicit/implicit inertial particles with Stokes drag and gravity (buoyancy). 
3. Explicit swimming microorganisms. 
4. Explicit/implicit electrophoretic particles with Stokes drag. 
5. The above with added stochastic component (noise, Brownian motion, etc.). 

 
Many other particle models can be added without too much difficulty at this point. The “fun” stuff 
shows up when we want to look at coupled models. 

 
In addition, the following finite element/numerical analysis related issues are implemented: 

1. General interpolations (e.g., Q2 elements) for everything are allowed. 
2. 2D, 3D, and axisymmetric coordinate systems. 
3. Parallel computation, including particle transfers and ghosting particles for coupled 

continuum calculations. 
4. Multiple output modes: TECPLOT-ready for serial, strided output according to transient 

time step completions, strided output according to time increment on particle basis, multiple 
sample selection and output file specifications. 
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5. Tracking primitive Goma variables at particle locations. 
6. Inflow boundary conditions. 
7. Target boundary conditions to see wall intersection distributions. 
8. Penalty formulations for avoiding wall collisions (using CGM). 
9. Reconstruction of face-face connectivity from brk’ed files. 

 
Future work 
Here is a small selection of ideas for future work based on current capability: 

1. Use a level set interface or distinguishing condition to separate regions where a quantity is 
represented continuously on one side and discrete on the other. This would be great for 
problems that have a multiple magnitude change in quantity (species concentration, for 
example). 

2. Couple continuum surface information to particle impact/ejection rates. Charging surfaces. 
Filling surface receptors. 

3. Implement the immersed interface method for interface reconstruction. All we would need 
is something equivalent to a local neighbor list. 

4. More move algorithms. At least improved Euler’s method. There are issues at the element- 
element boundaries. Some moves can probably be done easier than what is already available 
(i.e., current capability is conservative). Detect when the “accommodation time” is small 
enough that we can treat the inertial case as non-inertial (e.g., replace stiff 2nd order ODE 
with non-stiff 1st order one). 

5. Deforming mesh. Should not be too hard. Possibly necessary for wider problem 
applicability. 

6. Full implicit coupling with the Goma time step, especially in the presence of stochastic 
terms. Read this one twice. By storing “random number rosters” we can actually perform a 
segregated Picard-like coupling between particle moves and transient Goma calculations. 

7. Formalize a method to “promote” discrete information to a continuum representation for 
easier modeling consideration. For example, if there is an already existing suspension 
viscosity model in terms of particle volume fraction, find a way to compute “volume 
fraction” from discrete particles in a suitable way. Perhaps least-squares fitting with mass 
constraints. 

8. Particle variations. Non-spherical particles. More complex sample distributions for particle 
characteristics (radius, density, etc.). 

9. Determination of a stochastic steady-state by examination of derived information. 


